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ABSTRACT
In this paper we study the problem of anonymizing data with quasi-
sensitive attributes values. By quasi-sensitive attributes, we mean
those attributes that are not sensitive by themselves, but certain val-
ues or their combinations may be linked to external knowledge to
reveal indirect sensitive information of an individual. Most exist-
ing work are focused on protecting against explicit sensitive at-
tribute disclosure from the microdata. We propose a solution to
protect against indirect or linked attribute disclosure due to the
quasi-sensitive attributes. We formalize the notion of l-diversity
and t-closeness for quasi-sensitive attributes, which we call QS l-
diversity and QS t-closeness. We propose a two-phase anonymiza-
tion algorithm that combines generalization and value suppression
to achieve QS l-diversity and QS t-closeness. In the first phase,
k-anonymity based generalization is used to produce an intermedi-
ate dataset. In the second phase, we propose a novel and effective
quasi-sensitive attribute suppression algorithm, which uses greedy
heuristics but adaptively updates the solution within a time bound.
With detailed empirical evaluations, we demonstrate that our ap-
proach is practical and effective.

1. INTRODUCTION
Privacy preserving data publishing or data anonymization [10]

has received considerable attention in recent years as a promising
approach for sharing useful information while preserving data pri-
vacy. In a typical non-interactive scenario, a data publisher (e.g.
hospital) collects and stores data from record owners (e.g. patients),
referred to as microdata, and then releases a sanitized view of the
data to a data recipient (e.g. public health researchers) for querying
or analysis purposes.

A stringent privacy definition [7], also referred to as the uninfor-
mative principle [18], is: access to the published data should not
enable the attacker to learn anything extra about any target victim
compared to no access to the data, even with the presence of back-
ground knowledge. It has been shown that the absolute privacy pro-
tection is impossible for data anonymization due to the presence of
background knowledge [8]. Most literature on data privacy adopts
a more relaxed and practical privacy notion by considering specific
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types of attacks (attack specific) and assumes the attacker has lim-
ited background knowledge (background knowledge sensitive).

Two main kinds of attacks or disclosure risks that have been stud-
ied are identity disclosure and attribute disclosure. Identity disclo-
sure occurs if an individual can be identified from released data.
Attribute disclosure occurs when a sensitive attribute is revealed
and can be attributed to an individual. Identity disclosure is in gen-
eral a sufficient condition to attribute disclosure, but not a neces-
sary condition - preventing identity disclosure is not sufficient to
prevent attribute disclosure as shown in [18]. The seminal work
on k-anonymity [22, 23] prevents identity disclosure by requiring
each individual to be indistinguishable from k − 1 others with re-
spect to a set of quasi-identifiers (QI), attributes that can be linked
to external knowledge to identify an individual. Notable principles
that prevent attribute disclosure include l-diversity [18], which re-
quires each QI group (group of records with the same QI) to contain
at least l “well-represented” sensitive values, and t-closeness [17],
which requires the distribution of a sensitive attribute in each QI
group to be close to its distribution in the original dataset. Many
algorithms have been proposed that transform a dataset to meet a
predefined privacy principle using techniques such as generaliza-
tion, suppression (removal), perturbation and permutation.

1.1 Motivation
Existing work provides privacy protection for explicit sensitive

attributes. However, in practice, many attributes, especially set-
valued data, are not sensitive by themselves, but certain values or
their combinations may be linked to external knowledge to reveal
indirect sensitive information of an individual. We call these at-
tributes quasi-sensitive attributes.

Consider an example shown in Figure 1. Table 1a shows an
original database containing patients’ medical records. Age, Gen-
der, State, Occupation is a set of QI attributes. Symptoms is a
quasi-sensitive set-valued attribute. Table 1b shows an alternative
representation of Table 1a with Symptoms represented as binary
attributes. Table 1c shows an external table containing informa-
tion about diseases and their possible symptoms which are public
knowledge. Symptoms is not sensitive by its own but its values,
when linked to the external table, may reveal the hidden sensitive
information of Disease.

One may attempt to apply the existing l-diversity or t-closeness
based generalization technique to prevent the potential disclosure
of disease. One way is to treat Symptoms as a single sensitive at-
tribute and apply l-diversity and t-closeness. Unfortunately, the di-
versity or closeness of the Symptoms attribute does not prevent the
disclosure of disease information. For example, Table 1c is a possi-
ble generalization of Table 1a that satisfies k-anonymity (k=2) and
l-diversity (l=2) for Symptoms. Consider an adversary who has the
QI-values {22, M, GA, student} of a target individual. Given the



Age Gender State Occupation Symptoms
22 M GA student Coughing, Headache, Sore Throat
25 M GA student Coughing, Headache
27 M GA student Headache, Sore Throat
30 F TX engineer Headache, vomiting
35 F TX engineer Headache, Sore Throat

(a) Original database

Age Gender State Occu- Cough- vomit- Head- Sore
pation ing ing ache Throat

22 M GA student Yes No Yes Yes
25 M GA student Yes No Yes No
27 M GA student No No Yes Yes
30 F TX engineer No Yes Yes No
35 F TX engineer No No Yes Yes

(b) Original database with set-valued data in binary representations

Disease Symptoms
Flu Coughing Headache Sore Throat
Hepatitis B loss of appetite vomiting body aches dark urine

(c) External knowledge on symptoms

Age Gender State Occupation Symptoms
[20, 30] M GA student Coughing, Headache, Sore Throat
[20, 30] M GA student Coughing, Headache
[20, 30] M GA student Headache, Sore Throat
[30, 40] F TX engineer Headache, vomiting
[30, 40] F TX engineer Headache, Sore Throat

(d) A generalized table

Figure 1: Anonymization of Data with Quasi-Sensitive At-
tribute Values

external table, s/he can easily infer that the victim has Flu even if
the QI group for the victim has diverse symptoms.

Alternatively, we can represent Symptoms in a binary form as
shown in Table 1b and treat each individual value as a binary sensi-
tive attribute and apply l-diversity for multiple sensitive attributes.
Unfortunately, due to the high dimensionality and sparsity, not only
the dataset will be over-generalized but also it is still possible to link
the individual to a unique hidden sensitive value.

1.2 Contributions
This paper provides the first study towards preventing indirect

sensitive information disclosure due to the quasi-sensitive attribute
values. Figure 2 illustrates the problem space of related disclo-
sure risks and our contributions. A microdata consists of direct
identifiers (I), quasi-identifiers (QI), sensitive attributes (S), quasi-
sensitive attributes (QS). Existing work based on k-anonymity pre-
vents identity disclosure by breaking the link between an individ-
ual record and an individual, given QI of an individual and external
knowledge that links QI with I. Work based on l-diversity and t-
closeness prevents direct attribute disclosure by breaking the link
between a sensitive attribute value to an individual. We study in-
direct attribute disclosure due to external knowledge that links QS
with indirect sensitive information.

Our first contribution is to formalize the notion of l-diversity and
t-closeness for quasi-sensitive attribute values, which we call QS l-
diversity and QS t-closeness, to prevent indirect attribute disclosure
due to external knowledge. Our second contribution is a two-phase
algorithm that combines generalization and value suppression to
achieve QS l-diversity and QS t-closeness. In the first phase, k-
anonymity based generalization is used to produce an intermedi-
ate dataset. In the second phase, we propose a novel and effective
quasi-sensitive attribute value suppression algorithm, which uses
greedy heuristics but adaptively updates the solution within a time
bound. With detailed empirical evaluations, we demonstrate that

Figure 2: Disclosure Risks with Quasi-Sensitive Attributes

our approach is practical and effective.
The rest of the paper is organized as follows. We give an overview

of our problem setting and present the privacy definitions and anony-
mization solution in Section 2. We then present our key algorithm
in Section 3. We evaluate the effectiveness and cost of our ap-
proach through real dataset as well as synthetic datasets in Section
4. In Section 5, related work is reviewed. Finally, in Section 6, we
present the conclusion and discuss the directions for future work.

2. PROBLEM SETTING
In this section, we will formalize our problem, introduce the new

definitions of l-diversity and t-closeness for quasi-sensitive attribute
values (QS l-diversity and QS t-closeness), and provide an overview
of our proposed two-phrase anonymization algorithm, which con-
ducts generalization with k-anonymity in the first step and applies
a quasi-sensitive term removal algorithm in the second step.

2.1 Problem Formalization
We consider a microdata table D with a set of attributes and wish

to publish an anonymized version D∗. We consider several impor-
tant subsets of the attributes we need to consider [10]. Identifiers
are those attributes that explicitly identify record owners and are
typically removed from D∗. Quasi-identifiers (QI) are a set of at-
tributes that could be linked with external information to re-identify
individual record owners. Sensitive attributes are those that should
be protected. We introduce several new definitions below.

Definition 1 (Quasi-sensitive attribute values). A set of at-
tribute values are quasi-sensitive if they can be linked with external
data to reveal sensitive information of individuals.

Suppose D contains m quasi-identifier (QI) attributes Aq
1, Aq

2,
..., Aq

m and n quasi-sensitive (QS) attributes As
1, A

s
2, ..., A

s
n

that may contain quasi-sensitive values. Given a tuple tp in D,
we define its QI-vector, denoted by tp.vq, to be the m-dimensional
vector containing its QI-values, and its QS-vector, denoted by tp.vs,
to be the n-dimensional vector containing its QS-values.

We assume that both data publishers and attackers have access
to an external table E which links quasi-sensitive attribute values
(also referred to as terms or items) to a piece of sensitive informa-
tion (referred to as sensitive label). Formally, each row in E is a
pair (Li, Si), i = 1, 2, ..., |E|, where Li is a sensitive label and Si

is a corresponding set of quasi-sensitive attribute values. For ex-
ample, in Table 1b, the symptoms values are terms and the disease
is the sensitive label. According to the external table, the attacker
could learn the information related to a single tuple in the published
dataset by searching for the sensitive labels that is linked to the tu-
ple’s quasi-sensitive attribute values.



Definition 2 (Linking to sensitive labels). A tuple tp is linked
to a sensitive label Li if and only if each quasi-sensitive attribute
value in the sensitive-vector tp.vs is contained in Si. A tuple can
be linked to multiple possible sensitive labels.

In our example shown in Figure 1, Symptoms is a quasi-sensitive
set-valued attribute. The external table of symptoms links the quasi-
sensitive attribute values with sensitive information of disease. The
first record is linked and uniquely linked to the sensitive label Flu.
Consider an adversary who has the QI-values {22, M, GA, student}
of a target individual. Given a possible anonymized table in Table
1d and the external table in Table 1c, s/he can easily infer that the
victim has Flu.

2.2 Privacy Definitions
We aim at preventing indirect attribute disclosure attacks as dis-

cussed above. In such an attack, we assume an adversary knows:
i) the existence of a victim individual tp in D, and ii) the exact QI
values of tp. The adversary also has access to the external database
E which links quasi-sensitive attribute values to sensitive labels.

Following the Bayes-optimal privacy notion [18], we analyze the
change in belief of an adversary due to data publishing. The goal of
the attacker is to discover the protected sensitive label L of a target
individual tp given his/her QI-vector. Without the published dataset
D∗, the attacker’s prior belief about the sensitive label results only
from the background knowledge. With the published dataset D∗,
the attacker is able to combine his background knowledge and D∗

to boost his/her confidence about the sensitive label, in particular,
through the quasi-sensitive values of tp in D∗. The objective of the
publisher is to limit the posterior belief or the difference in prior
and posterior beliefs so that the releasing of the anonymized data
won’t endanger the individuals in the dataset.

All the sensitive labels that can be linked to tp compose K(tp),
the sensitive label set of tp. If we assume there are d tuples tp1, tp2,
..., tpd representing d individuals in a QI-group G, then∪d

i=1K(tpi)
represents the entire set of sensitive labels that can be derived from
the quasi-sensitive terms in this group. Intuitively, the larger the
size of ∪d

i=1K(tpi), the less likely an indirect attribute disclosure
will occur. In order to bound the risk of indirect information disclo-
sure through external knowledge, we need to have certain guarantee
on the diversity of linked knowledge labels. We have noticed that
when each quasi-sensitive vector is linked to a unique label, we
could directly use l-diversity or t-closeness on quasi-sensitive at-
tributes. Hence it motivates us to define l-diversity and t-closeness
for quasi-sensitive attribute values in the general case, called QS
l-diversity and QS t-closeness, to provide a guarantee on the linked
sensitive labels in the presence of an external knowledge table. We
will first analyze the prior and posterior beliefs due to the publica-
tion of the anonymized dataset.

Prior belief. The attacker’s prior belief, denoted by α(q,L), is the
probability that a targeted individual tp with QI-vector value q is
linked to a label L in the external table. This prior probability only
depends on the attacker’s background knowledge, and the value of
q doesn’t affect α(q,L). We have:

α(q,L) = Pf (L∈K(tp)|tp.q = q) = Pf (L∈K(tp),∀tp)

For example, in the case of symptoms and disease, the prior belief
only depends on the distribution of disease in natural population.

It is usually assumed that the prior belief is the background knowl-
edge that both the data publisher and attackers have. However,
in practice, when such background knowledge are not available,
the data publisher could estimate each of the knowledge label’s

frequencies from the microdata by counting the labels’ accumu-
lated frequencies in the mapped knowledge sets, i.e. α̂(q,L) =∑

tp∈D(1/|D|∗P (tp→L)), where D represents the entire dataset.
Actually, in Section 4 we will estimate the prior belief from a syn-
thetic dataset.

Posterior belief. After observing the released dataset D∗, the at-
tacker’s belief changes. The posterior belief, denoted by β(q,L),
measures the probability that QI-vector value q (contained in QI-
group G in D∗) is linked to a sensitive label L in external table E.
We have:

β(q,L) = P (G→L) =
∑

tp∈G

(1/|G| ∗ P (tp→L))

Here P (tpi→L) is the probability that the tuple tpi is linked to
L. Obviously,

∑
L∈K(tpi)

(P (tpi→L) = 1, but the specific value
of P (tpi→L) usually depends on the scenario itself. For exam-
ple, a patient with certain symptom may be infected with different
disease with various probability. For simplicity, we always assume

P (tpi→L) =

{
1/|K(tpi)|, ifL∈K(tpi)
0, otherwise

Bounding the difference in belief. We use the difference be-
tween posterior and prior beliefs, denoted by δ(q, L), to quantify
the information disclosure risk due to the release of the anonymized
dataset. The smaller the difference, the better privacy is achieved
through anonymization.

δ(q,L) = β(q,L) − α(q,L) (1)

To bound the maximum difference in belief, we define practical
principles QS l-diversity and QS t-closeness based on the l-diversity
and t-closeness principles respectively. For the l-diversity defini-
tion, (c,l)-diversity is the most powerful and well-adopted version,
so we define QS l-diversity based on (c,l)-diversity.

Definition 3 (QS (c,l)-diversity). Suppose we have the values
of β(q,L) for each of the L in ∪d

i=1K(tpi), and they are p1, p2,
..., p|∪d

i=1K(tpi)| in decreasing order respectively (i.e. p1≥p2≥...

≥p|∪d
i=1K(tpi)|). The group G is said to satisfy QS (c,l)-diversity

if and only if p1≤c ∗ (pl + pl+1 + ... + p|∪d
i=1K(tpi)|). A table D∗

satisfies QS (c,l)-diversity if every group satisfies QS (c,l)-diversity.

The bound for the difference in belief is given:

δ(q,L) = β(q,L) − α(q,L)≤β(q,L)<c/(c + 1)

since p1≤c ∗ (pl + pl+1 + ... + p|∪d
i=1K(tpi)|).

Definition 4 (QS t-closeness). The group G with QI-value q
satisfies QS t-closeness if and only if the distance d(β(q,∗), α(q,∗))
between the posterior beliefs β(q,L) and the prior beliefs α(q,L) is
no more than a threshold t. A table D∗ satisfies QS t-closeness if
every group satisfies t-closeness.

There are multiple ways for defining d(β(q,∗), α(q,∗)) and the
original t-closeness paper suggested the Earth Mover’s distance.
The choice of the distance is not essential in this paper, for simplic-



ity and computational efficiency, we will define the distance as:

d(β(q,∗), α(q,∗)) = (
∑

∀L

(β(q,L) − α(q,L))
2)1/2

Hence the bound for the difference in belief is given:

|δ(q,L)| = |β(q,L) − α(q,L)|≤d(β(q,∗), α(q,∗))≤t

2.3 Anonymization and Cost Metrics
To achieve the above privacy requirements, we propose an anony-

mization approach that combines generalization of QI values with
suppression of QS values. The approach consists of 2 phases.

Phase 1 (generalization). Given D, and an integer k >= 1,
we obtain an intermediate dataset Dg that satisfies k-anonymity.
There exists many generalization algorithms such as [28, 3, 11, 14,
15, 26] that can be used to obtain a Dg .

Phase 2 (suppression). Given Dg , the QI groups that do not
satisfy QS (c,l)-diversity or QS t-closeness will be identified. For
these groups, we propose a suppression algorithm to remove proper
QS values (items) until the group satisfies QS (c,l)-diversity or QS
t-closeness.

The reason k-anonymity based generalization is first used is that
it helps to reduce the work needed in the second step and enhances
the overall performance of the system, which we will analyze in
Section 4. Here k is decided by the data publisher according to
his/her need. In fact, when k=1, the system degenerates to the spe-
cial case in which no generalization is used, and QI groups can
be formed by simply putting tuples sharing the same QI values to-
gether.

In order to maximize the utility of the final output for the sup-
pression phase, a metric to measure the information loss or cost
associated with item removal is needed. We suggest the “inverse
weighted cost" metric.

Suppose there is a group of d tuples and each tuple has a row
of wi sensitive terms. When a term is removed from a row with
w′i terms left, we accumulate the total cost by 1/w′i, and in the
end the cost of all the removed terms is summed up. In this metric,
the added cost increases if one keeps removing terms from the same
row, which also reflects the impact of the removal to the data utility:
the impact is always larger when a sensitive term is removed from
a row with less terms left.

In order to compare the cost between groups, the accumulated
cost T will be normalized by its upperbound. Assuming in the end
vi terms are removed from the ith tuple, we have:

T =

∑d
i=1

∑wi
j=wi−vi+1 1/x

∑d
i=1

∑wi
j=1 1/x

(2)

We note that other information loss metric with respect to item
suppression can be also used. Our suppression algorithm can be
easily adapted to generate optimal solutions for the defined cost
metric.

3. SUPPRESSION ALGORITHM
In this section, we will provide an effective suppression algo-

rithm, which will be used in the second step of the data anonymiza-
tion system introduced in Section 2.

3.1 Algorithm Overview
The goal of the suppression phase is to remove certain quasi-

sensitive attribute values or terms from intermediate dataset so that

each QI group satisfies QS l-diversity or QS t-closeness. The de-
sired output needs to reserve data utility while satisfying the pri-
vacy requirement: we want to minimize the removal cost metric
subject to the privacy constraint.

To be more precise, we are searching for the optimal pattern to
be removed from the quasi-sensitive term set contained in each QI
group that does not satisfy QS l-diversity or QS t-closeness after
generalization. A naive idea is to traverse the search tree in which
each node describes a combination of removed terms. We should
note that the same term may appear multiple times as it may belong
to the quasi-sensitive attribute values of different individuals in a
group, but in our term removal algorithm, each of its occurrence is
represented as a unique term in our search tree.

The search algorithm would start from the root node which indi-
cates the case that no term is removed, and the initial tailset con-
tains all the QS terms in the input group. Each node in the search
tree uniquely represents a removed pattern from the QS terms, and
each tree edge records a removed term. In other words, we can
trace the removed QS terms from a node in the tree. And to make
sure there are no duplicated nodes representing the same pattern,
every time a branch is explored we remove the corresponding ele-
ment from the tailset and each node will inherit its tailset from its
parent.

An example of a search tree ordered lexicologically is shown in
Figure 3, where each numbered node represents a unique QS term,
and the tailsets of nodes are inside curly braces. The goal of the
search is to find the node with the least removal cost s.t. the pattern
after removal satisfies QS (c,l)-diversity or QS t-closeness.

Figure 3: Search Tree for Term Suppression

One challenge in our algorithm is to efficiently decide whether a
node satisfies the requirement, as it depends on each of the knowl-
edge labels’ frequencies in the set ∪d

i=1K(tpi). A straightforward
but not so efficient method is to recalculate these frequencies ev-
ery time we hit a new node, which is clearly time consuming, so
we need a better strategy to speed up the computation. We have
noticed that whenever a new term is removed from tpi, the set
∪d

i=1K(tpi) is enlarged due to the growth of K(tpi) since all the
new knowledge are linked to tpi, and the other sets K(tpj) (j 6= i)
will not be affected by this deletion. Hence by tracking the la-
bels’ frequencies in each of the knowledge sets, a node can always
inherit these frequencies from his parent and deduce the new fre-
quencies by only recalculating the labels in the set affected by the
newly deleted term. With a stack storing the frequencies generated
in the search, when we return to a node’s parent, we could easily
retrieve its frequencies so that its other children can reuse them.

The cost metric T always increases when we traverse to a deeper
node in the search tree. So if we meet a node with a cost larger than
the best result, there is no need for us to visit its descendants since
their cost are even larger. It helps us to prune useless parts of the
search tree.



3.2 Adaptively Ordered Tailset
A common approach to enhance the performance of the tree tra-

verse is to always first explore the most promising branches. Recall
that we use QS (c,l)-diversity or QS t-closeness to ensure the pri-
vacy of the output dataset and “inverse weighted cost" to estimate
the loss of the data utility, and our goal is to protect the groups of
individuals from external knowledge based information disclosure
while losing as little data utility as possible.

Let’s first start from the QS (c,l)-diversity based algorithm. Imag-
ining that there is a node with a tailset containing the sensitive
terms that have not been removed yet, instead of finishing each
of its branches one by one, we can tentatively remove a term in the
tailset to move one level down, and get: 1) a number l′, which is
the largest number such that the group represented by the new node
satisfies QS (c,l)-diversity, 2) the accumulated cost from removing
a QS term. By testing all the terms in the tailset in one step, we
get the l′ and T related with each of these terms. An “effective
removal" always features a great increase in l′ and a small increase
in the cost T , so in a greedy heuristic, it is very natural for us to
rank the terms in the tailset by the ratio of the increase in l′ and the
increase in cost T , i.e ∆l′/∆T . Hence we could reorder the tailset
in the decreasing order of ∆l′/∆T for all the tentatively explored
nodes, and continue searching the tree recursively in a depth first
manner. The first result is obtained when the first node satisfying
QS (c,l)-diversity is detected.

After the first pattern is found through the above greedy heuris-
tics, the algorithm continues to work on other branches of the search
tree to see whether there is a better solution. And the result is up-
dated whenever we find a new node that satisfies QS (c,l)-diversity
and has a lower cost than the current best result. This process will
continue until the entire search tree is traversed, so this algorithm
generates an optimal solution eventually. This algorithm is greedy
in the beginning, but keeps updating the best T so in the end the
search is complete. In practice, we can set up a time bound for
the algorithm, and mandatorily terminate its execution when time
is up. This strategy enables us to find the best solution that we can
get in a bounded time period.

Our algorithm tentatively explores the tailset of a node to deter-
mine which branch of the search tree should be traversed first. And
in order to compare the effectiveness of deleting different sensitive
terms, the l′ and T of the node’s direct descendants will be cal-
culated. Since the tailset reordering only changes the order of the
traversal, and eventually all of the branches will be reached, we can
use a stack to collect all of these intermediate results. And when
these branches are visited later, these results can be extracted from
the stack so that we can avoid duplicated calculation on l′ and T .
(In fact, in the stack, we also store the frequencies of the labels
related with a pre-explored node.)

Similarly, QS t-closeness based algorithm can be also optimized
with adaptive tailset reordering. Instead of using l′, we can use
the minus square of the distance dsq = d2(β(q,∗), α(q,∗)) and the
tailset will be reordered by −∆dmsq/∆T . The solution is updated
whenever a new node satisfying QS t-closeness is discovered in the
search.

The tailset reordering technique helps to find the first greedy re-
sult in the beginning of the algorithm execution. Remember that
the descendants of a node will be pruned if its accumulated cost is
already larger than the best found solution, so the reordering also
reduces the complexity of the searching space for a complete traver-
sal thorough the tree.

Figure 4 presents the pseudo code of our term removal algorithm
(for QS (c,l)-diversity) with adaptively ordered tailsets.

Figure 4: Algorithm for Adaptive Search

4. EXPERIMENTS
This section evaluates the performance of our proposed system

empirically in terms of its privacy guarantee, data utility as well as
efficiency. In the first set of experiments, we compare our adaptive
suppression algorithm to the baseline DFS algorithm without tailset
reordering and evaluate its effectiveness and time efficiency. In the
second set of experiments, we evaluate our overall anonymization
approach with both generalization and suppression and study the
impacts of different dataset characteristics and algorithmic param-
eters. Both QS (c,l)-diversity based and QS t-closeness based algo-
rithms are evaluated in the two sets of experiments.

4.1 Experiment Setup
Dataset. We use the Adult dataset augmented with synthetically
generated quasi-sensitive attributes corresponding to symptoms as
our original dataset D. The original Adult dataset contains 30612
tuples without missing values. We extracted a subset of 3000 records
with 8 attributes (age, education-number, work-class, marital-status,
occupation, race, sex, and native-country) as QI attributes. We then
generated synthetic QS attribute values for each record. Concretely,
each tuple consists of n randomly generated QS values. We study
the impact of n in our experiments and for other experiments the
default value for s is 9.

To evaluate the performance of our suppression algorithm in var-
ious settings, we also generated synthetic datasets that simulate
the intermediate dataset Dg after the generalization step. Each QI
group consists of d tuples and the default value for d is 5. Similar
to the augmented Adult dataset, each tuple consists of s randomly
generated QS terms. Figure 5a lists the main parameters used in
the generalization of augmented Adult dataset and the intermediate
dataset.

While in reality, the external knowledge table can be determined
by domain experts or constructed by mining through knowledge
bases, we use a synthetically generated table in our experiment.
Each row in the table corresponds to a set of QS terms (symptoms)
and their associated sensitive knowledge label (disease). In order
to simulate the randomness of the QS terms in the knowledge ta-
ble, we assume that both the number of QS terms corresponding
to a sensitive label and the occurrence of a given term in the table
follow a probability distribution. And for simplicity, we use Pois-
son distribution in our experiment. We generated 3000 rows in our



table, and the number of terms in each row follows the Poisson dis-
tribution with λ = 20. The occurrence of each term in the table
follows a Poisson distribution with λ = 100.

Dataset Parameter Description Default
Augmented Adult n # of QS terms per tuple 9
Intermediate d # of tuples in each QI group 5

(a) Dataset Parameters

Parameter Description Default
k k-anonymity for generalization varies
c QS (c, l)-diversity for generalization and suppression 1
l QS (c, l)-diversity for generalization and suppression 30
t QS t-closeness for generalization and suppression 0.4

(b) Algorithmic Parameters

Figure 5: Experiment Parameters

Parameters. We evaluated our approach with respect to a set of
algorithmic parameters including: 1) k for k-anonymity used in
the generalization phase of the anonymization, 2) c and l for QS
(c, l)-diversity, and 3) t for QS t-closeness used in both general-
ization and suppression phase of the anonymization. Figure 5(b)
summarizes the parameters and their default values used in the ex-
periments.
Evaluation Metrics. For privacy, we measure the difference in
posterior belief and prior belief of an attacker as defined in Equa-
tion 1 in Section 2.

For information loss associated with the anonymization, we mea-
sure the cost associated with generalization and term suppression
respectively. For the cost associated with generalization, we use
the average QI group size. For the cost associated with suppres-
sion, we use the cost metric defined in Equation 2 in Section 2.

Complementary to the above application-independent metrics that
measure the general information loss associated with each process,
application-specific metrics provide a measure of the utility of the
anonymized data given a specific application. For this purpose, we
use the query error or query imprecision metric which utilizes ran-
domly generated summary queries and compares the query result
from the original microdata and the anonymized dataset [16, 30].
We will explain the details later in this section.
Implementation. We implemented the Mondrian generalization
algorithm [15] and our suppression algorithm in C++. The program
is compiled with Dev C++ 4.9.9.2. All experiments are executed
on a 2.0 GHz duo core laptop with 2G memory running Windows
Vista.

4.2 Suppression Algorithm
We first evaluate our term suppression algorithm in comparison

with the baseline DFS search algorithm in terms of its cost and
efficiency.
Information loss. To evaluate both QS (c, l)-diversity based and
t-closeness based adaptive term removal algorithm and compare
them with the baseline DFS algorithm with respect to varying pa-
rameters, we ran a set of experiments in different parameter set-
tings. For each parameter setting, 10 different intermediate datasets
are generated randomly, and their average cost is computed. The
execution time in each experiment for each input dataset is bounded
by 10 seconds, and the algorithm will output the best solution found
within the bounded time period.

Figure 6 compares the QS (c, l)-diversity based adaptive term
removal algorithm and the baseline DFS algorithm with respect to

(a) impact of # QS terms/tuple (b) impact of # tuples/QI group

(c) impact of c (d) impact of l

Figure 6: Adaptive Term Removal vs. Baseline DFS for QS (c,
l)-diversity

varying dataset and algorithmic parameters. As is shown, in all of
the four graphs, the adaptive term removal algorithm significantly
outperforms the baseline DFS without tailset reordering on removal
cost. It means that in a bounded time period (10 seconds), the adap-
tive algorithm always finds a better solution, which removes less
terms from the dataset while guaranteeing the result satisfies QS (c,
l)-diversity. Regarding the impact of the dataset characteristics, not
surprisingly, the cost goes up with the increase of the average num-
ber of sensitive terms and decrease of # of tuples in each QI group.
Regarding the algorithmic parameter c and l, as expected, the cost
goes up with the increase of l, and decrease of c, as more terms will
be removed in order to satisfy the requirement.

(a) impact of # of QS terms/tuple (b) impact of # of tuples/QI group

(c) impact of t

Figure 7: Adaptive Term Removal vs. Baseline DFS for QS
t-closeness

Figure 7 compares our QS t-closeness based adaptive term re-
moval algorithm and the baseline DFS algorithm with respect to
varying dataset and algorithmic parameters. Similarly, the adap-
tive term removal algorithm significantly outperforms the baseline



DFS. We observe a similar impact of the average # of QS terms in
each tuple and average # of tuples of each QI group on the removal
cost. Regarding the algorithmic parameter t, the cost decreases
with the increase of t, as the privacy requirement is more relaxed.

Efficiency. We now compare the algorithms’ time efficiency. Both
algorithms will continue searching for the best solution until the
search is complete (the best solution is found) or reaching the time
bound. They will find the first solutions in the beginning of their
execution, and continue improving them when better solutions are
found. In this set of experiments, we use 6 randomly generated
datasets as the input. The time bound is set to be 100 second in
order to observe the progress of the algorithms. We plot the costs of
the solutions against the time that they are found. The performance
of each algorithm is represented as a curve and the curve terminates
if the search completes within the time bound.

Figure 8: Cost vs. Execution Time for QS (c,l)-diversity Algo-
rithms

Figure 8 presents the snapshot of the time performance graphs
for the 6 dataset inputs using QS (c, l)-diversity based algorithm.
In all of the 6 graphs, our algorithm achieves better result than the
ordinary DFS: 1) the initial result has lower cost, 2) the search com-
pletes earlier, and 3) there is less result updating, which means the
initial result is already very close to the final optimal one. We also
evaluated QS t-closeness based algorithms and observe a similar
time performance comparison and thus omit the results from the
paper.

4.3 Anonymization with Generalization and
Suppression

In this subsection, we evaluate the performance of the overall
anonymization approach, in which the Mondrian generalization is
used in the first step and our term removal algorithm is used in the
second step.
Privacy and information loss. Given an original dataset and a k
value, the system first generalizes the dataset to satisfy k-anonymity,
then processes each QI group with the adaptive term removal algo-
rithm in a time bound of 10 seconds (we have shown in the previous
section that 10 seconds is a reasonable time bound). We evaluate
the privacy and information loss of our approach with different pa-
rameter settings for both QS (c,l)-diversity and t-closeness based
algorithms. The results with varying k values will be analyzed
and compared with that from the baseline “generalization only" ap-
proach in which generalization is used without term suppression.

(a) Privacy

(b) Generalization Cost (c) Suppression Cost

Figure 9: Impact of Different l’s in QS (c,l)-diversity

For QS (c,l)-diversity based approach, we first fixed c to be 1.0
and tested the impact of l on privacy and information loss, shown
in Figure 9. Then we fixed l to be 60 and tested the impact of c on
privacy and information loss, shown in Figure 10.

For QS t-closeness based approach, we tested the impact of dif-
ferent t on privacy and information loss respectively, shown in Fig-
ure 11. The horizontal axis is t2, since we used dsq in the term
removal algorithm.

A direct conclusion from the above graphs (Figure 9, 10, and 11
) is: given a two-phase approach, the average removal cost usually
goes down when a larger k is used in generalization; in the extreme
case with generalization only approach, we have the smallest term
removal cost (zero) and the largest information loss from general-
ization; and in the extreme case with term removal only approach,
we have the largest term removal cost and the least generalization.
So it is clear that there is a tradeoff between the information loss
on generalization and term removal by selecting different k’s.

For QS (c,l)-diversity based approach, we can see that the av-
erage difference in prior and posterior beliefs decreases with an
increasing l and a decreasing c. However, we also noticed that
the impact of generalization is dominant in Figure 9(a) and Figure
10(a), where using different l’s and c’s only results in slight vari-



(a) Privacy

(b) Generalization Cost (c) Suppression Cost

Figure 10: Impact of Different c’s in QS (c,l)-diversity

(a) Privacy

(b) Generalization Cost (c) Suppression Cost

Figure 11: Impact of Different t’s in QS t-closeness

ation in the average difference of beliefs. It suggests that the term
suppression with QS (c,l)-diversity doesn’t contribute much in im-
proving data privacy. Interestingly, using QS (c,l)-diversity based
algorithm, our two-phase approach doesn’t provide significant im-
provements in data privacy measured by the average changes in
beliefs compared to the generalization only approach. This can be
explained that it is due to the inherent weakness of the definition of
QS (c,l)-diversity, which provides a very weak theoretical upper-
bound on the change of beliefs, which was c/(c + 1).

Another interesting phenomenon for QS (c,l)-diversity based al-
gorithm is that in Figure 9(a) and Figure 10(a), the term removal
only approach (k = 1) achieves the best privacy, while k = 2
achieves the worst privacy and the average belief change decreases
with the increase of other k’s. This is because the definition of QS
(c,l)-diversity doesn’t guarantee the frequencies (or posterior be-

liefs) of knowledge labels distributing evenly. In the case of term
removal only approach, most QI-groups contain only a single tuple
so that all the frequencies are of the same value; while in the case
when generalization is used, the accumulation of frequencies from
different tuples in a QI-group results in the inequivalent frequency
values, and a larger k helps to distribute these values more evenly.

In contrast, the QS t-closeness based approach provides much
better results. We can see that the impact of generalization is no
longer dominant in Figure 11(a), which means the two phase ap-
proach could achieve good privacy without fully generalizing the
QIDs. The tradeoff between the information loss on generalization
and term removal enables us to select proper k based on different
implementation needs. When we are more concerned about the
quality or precision of QI attribute values, a smaller k is always
desirable; and when we are more concerned about the information
loss of quasi-sensitive attribute values, a larger k is desirable. An
advantage of the QS t-closeness based approach compared to the
QS l-diversity approach is that no matter what value of k is used,
we can always achieve our desired privacy requirement by setting t
to a proper value.

Query error. To evaluate the overall utility of the dataset re-
sulted from our anonymization approach, we also conducted a set
of experiments based on random summary queries and measured
the average query error [30] by comparing the results from the
anonymized dataset and the original dataset. Concretely, we gener-
ated random queries of the following form:

SELECT COUNT(*) FROM dataset WHERE pred(Aqi
1 ) AND

... AND pred(Aqi
qd) AND pred(As)

where Aqi
1 , ..., Aqi

qd are qd random QI attributes and As repre-
sents the set-valued QS attribute. Pred(A) has the form:

(A = x1 OR A = x2 OR ... OR A = xbA ),
where bA = [|A| ∗ s1/(qd+1)] and |A| is the domain size of A, s

is the expected query selectivity. And a higher s makes conditions
in pred(A) more selective.

Following the above formats, we randomly generated 3 scenarios
with qd =1, 3, and 5 respectively, to simulate different application
needs. Each scenario contains 10000 queries with s = 0.5 and we
execute them on both the microdata and the anonymized dataset.
For each query, we measure the relative error |act−est|/act, where
act is the actual result from the microdata, and est is the estimated
count by searching through the dataset after generalization and term
removal.

Figure 12 compares the average query errors of the QS t-closeness
based two-phase approach with the generalization only approach
with with varying k . Here we did not plot the case of term re-
moval only since its query error is close to 0. We observe that in
terms of query error, the two-phase system with a smaller k out-
performs those with a larger k as well as the generalization only
approach when qd = 5, which indicates a preference on the quality
of QI attribute values; on the other hand, the generalization only
approach produces the best result when qd = 1, which better pre-
serves quasi-sensitive attribute values.

5. RELATED WORK
Privacy preserving data publishing has received considerable at-

tention in recent years. [10] provides a complete and up-to-date
survey. We briefly review the most relevant work and discuss how
our work differs from them.

One thread of work on data anonymization aims at devising pri-
vacy principles, such as k-anonymity, l-diversity, t-closeness, m-
variance, and ε-differential privacy, that serve as criteria for judging
whether a published dataset provides sufficient privacy protection



(a) qd=1 (b) qd=3

(c) qd=5

Figure 12: Average Query Error with QS t-closeness

[22, 23, 18, 25, 2, 17, 30, 19, 21, 6]. Most practical principles
consider specific types of attacks (attack specific) and assume the
attacker has limited background knowledge (background knowl-
edge sensitive). Notably, k-anonymity [22, 23] prevents identity
disclosure (which usually leads to attribute disclosure). l-diversity
[18] and t-closeness [17] prevent direct sensitive attribute disclo-
sure. Many principles assume there are two kinds of attributes,
Quasi Identifiers and Sensitive Attributes. Wang et al. [27] sug-
gested a framework in which an attribute can have both sensitive
values and identifying values. Contrary to most principles that pro-
tect against certain attacks and assume limited background knowl-
edge of an attacker, differential privacy [9] is emerging as a strong
notion for guaranteeing privacy with arbitrary background knowl-
edge. A large body of work contributes to algorithms that trans-
forms a dataset to meet one of the above privacy principles using
techniques such as generalization, suppression (removal), permuta-
tion and perturbation [12, 28, 20, 3, 1, 11, 4, 14, 15, 26, 13, 29, 32,
6].

Our work complements and advances the existing work in that
it formalizes a background knowledge sensitive notion for prevent-
ing sensitive information disclosure, which could be direct sensi-
tive attributes in the dataset or indirect sensitive information linked
from quasi-sensitive attributes and external knowledge. It proposes
a two-phase anonymization approach using both generalization and
a novel suppression algorithm.

Several works have also been proposed for set-valued data or
transactional data. Notably, Xu et al. [31] proposed a privacy
notion called (h, k, p) − coherence for transactional dataset that
bounds the probability of linking an individual to a transaction by
1/k and the probability of linking an individual to a private item by
h for an attacker with power p. Terrovitis et al. [24] also provided
a solution for set-valued data. They do not distinguish sensitive
(private) and non-sensitive (public) items but they proposed a sim-
ilar notion called km-anonymity which bounds the probability of
linking an individual to a transaction by 1/k for an attacker with
power m. While these works prevent linking an individual to a
transaction or an explicit sensitive item in the transaction, our work
aims to prevent linking an individual to sensitive information due to

external knowledge that links quasi-sensitive attributes to sensitive
information.

ERASE [5] is recently proposed for sanitizing document (mod-
eled as a set of terms) through removing sensitive terms from a sin-
gle document. It requires a public database of knowledge, which is
the counterpart of the external knowledge table in our research, and
uses an insightful notion of sensitive entities which could be used
to model identities as well as sensitive attributes. While bearing
some similarities, our work differs from ERASE in several ways:
1) ERASE is designed for a single document (corresponding to one
record owner) while our algorithm is designed to protect sensitive
information for a database of individuals. The term removal al-
gorithm in ERASE, however, can be adapted to process sensitive
attribute values from a single tuple, which is a special case in our
work, 2) ERASE proposes a privacy guarantee called K-safety. In
essence, it bounds the probability of linking a document to a sen-
sitive entity similar to k-anonymity. We use the notion of QS (c,l)-
diversity and QS t-closeness to bound the probability of linking an
individual to sensitive information.

6. CONCLUSION AND FUTURE WORKS
In this paper, we studied the problem of indirect information

disclosure through linking quasi-sensitive attributes with external
knowledge. We assumed that the external knowledge is in the
form of a table containing sensitive knowledge labels and quasi-
sensitive terms. We formalized the notions of (c,l)-diversity and
t-closeness for quasi-sensitive attributes and proposed a two-phase
solution that prevents both identity disclosure and indirect sensitive
information disclosure based on the external knowledge table. Our
experiments show that the proposed term removal algorithm is fast
and effective, and the two-phase anonymization approach provides
bounded privacy guarantees as well as flexible tradeoff between
privacy and utility of the data.

Our work continues in several directions. First, we used two
separated steps in our current two-phase approach by applying sup-
pression after generalization. We are considering ways of anonymiz-
ing the microdata in a combined one step with term removal and
generalization together, which may be more efficient and optimized.
Second, we used the "inverse weighted cost" metric in our term
removal algorithm. There are other metrics that measure the in-
formation loss caused by the term removal such as [31] that we
would like to explore, although we expect our algorithm can be
easily adapted. Finally, in this paper, we used a synthetic table as
the external knowledge; in practice, external knowledge may be
determined by domain experts or constructed from (unstructured)
knowledge bases. For example, the linking between disease and
symptoms can be constructed based on medical knowledge bases
or online encyclopedias. How to build the knowledge table is a
challenging and promising topic.
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