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Purpose: During a positron emission tomography scan, a patient may move. These move-

ments degrade the reconstructed image, especially as the resolution of the scanner in-

creases. When imaging a rigid object, such as the brain, these movements may be tracked

and recorded with fairly high precision. Then, this information may be used in the de-

convolution process to produce a better, sharper image. In this work, a new approach to

solving this deconvolution problem is presented.

Methods: Three iterative methods for solving the system of equations that are formed

when rigid motion transformations occur are compared. Implementation of the methods,

using state-of-the-art sparse matrix and numerical linear algebra techniques, is described.

Multithreaded Java software, with an ImageJ plugin and user friendly graphical user in-

terface, is used to improve efficiency from a computing time perspective and to enable its

use in a clinical setting. Relative accuracy and timing benchmarks on software generated

phantom data illustrate the computational performance of the methods. In addition, motion

correction of a volunteer study and two retrospective patient scans illustrate the potential

benefits in a clinical setting.

Results: Examples of the graphical user interface to the new ImageJ plugin illustrates

the flexibility of the methods, including an approach to automatically segment the motion

information, as well as a visual segmentation editor to allow users to easily adjust the seg-

mentation. Benchmark results show the relative accuracy of several iterative methods, and

the timing results show that, on average, motion correction can be done in approximately

30 seconds using current commodity computer architectures. The volunteer study and two

retrospective patient scans show up to a 20% improvement in the MUQI metric of the

motion corrected images compared to the original blurred images.

Conclusion: The new approach and software tools provide efficient, state-of-the-art

software for the correction of motion distorted brain images. The multithreaded imple-

mentation using Java allows the new software to run on a variety of computers, including

current commodity architectures such as multi-core workstations. The graphical user inter-

face to a new ImageJ plugin, and the visual segmentation editor, allows for easy use of the

software in a clinical setting. The results in this paper demonstrate the good performance

of the software in terms of computational speed, and also in terms of improved quality of

reconstructed images.
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I. INTRODUCTION

When positron emission tomography (PET) is used for brain imaging, movement of the pa-

tient’s head during the scanning process introduces motion blur, and thus reduces the resolution

of the reconstructed image. While some patient motion can be tolerable in low resolution imaging

systems, even small amounts of motion can degrade image quality with new PET scanners that

have an extrinsic resolution less than 5mm. On the other hand, it is unreasonable to expect pa-

tients to keep their heads perfectly still, unless the acquisition time is very small. A cooperative

patient, with the aid of a head restraint system, can often limit the movement to within 2–4 mm

for the duration of a PET study. However, even with that restraint system, translations in the range

of 5 mm and rotations of 1 degree have been observed1,2. Even more movement may be expected

when patients suffer from psychiatric or neurologic diseases.

However, if it is possible to continuously measure the position of the head, this positional in-

formation can be used to correct the measured data. Different methods for head motion tracking

and correction have been described in the literature. Position monitoring has been implemented

using light-emitting diodes (LEDs)3, magnetic field2 and infrared4,5 sources and targets to track

patient head position. A commercial system able to make measurements such as these is the

VICRA stereo camera from NDI (Northern Digital, Waterloo, Ontario, Canada). It provides esti-

mates of the position of markers placed on the head at up to 20 Hz. Given that object positioning

information is available, there are different ways to use it to correct patient motion.

Motion correction methods that have been reported fall into three general categories6. Sino-

gram rebinning described by Bloomfield1, Buhler7, Menke5 and Rahmim8 uses known subject

movement to move counts into the position where they would have been detected had the patient

not moved. This method requires list mode reconstructions and careful consideration of scanner

normalization. A second approach is the multiple acquisition frame (MAF) method described by

Picard and Thompson3 wherein short duration frames are acquired and each is corrected for mo-

tion prior to summing to create the final image. However, this method uses only the average head

motion within a frame and hence does not correct for large head movements. More recently, the

known patient motion has been incorporated into a system response function used during maxi-

mum likelihood expectation maximization (MLEM) reconstruction of the emission image9. Since

this method involves system matrix modification, it requires a detailed understanding of the ge-

ometry of the scanner as well as detector response characteristics and attenuation.
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In our previous work6, we implemented an MLEM based deconvolution algorithm that worked

directly on the reconstructed image and hence no additional information specific to the scanner

was required. Head position was detected using the VICRA optical tracking system and a system

matrix was computed using the head motion data. This matrix was used to deconvolve the motion-

corrupted reconstruction. In software simulations and physical phantom experiments, we were

able to show significant improvement in contrast and accuracy with these deconvolution methods.

Improvement depended upon the noise level and the amount of motion. However, direct imple-

mentation of the EM deconvolution algorithm has distinct disadvantages. The system matrix is

very large (N2 ×N2, where N is the total number of voxels in the volume) and generally cannot

be stored in the memory of most standard PCs. In addition, the number of operations is large

and consists mainly of matrix multiplications. We attempted to address these problems somewhat

by using a modification of the ordered subset technique10,11. The subsets were defined in image

space rather than in projection space as is normally done. In addition, we used IDL’s (ITT Visual

Information Solutions, Boulder, CO) sparse matrix capability for the matrix operations. Even with

these modifications, the time taken for deconvolution ranged from an average of 6-15 min for 5

and 20 phantom movements, respectively. This was in part because each matrix subset still had to

be separately calculated and written out to the hard disk and then read back at each iteration during

the deconvolution step. In addition, the time taken for deconvolution increased with the number

of head movements and the number of subsets used.

In this work, a new approach to solving the deconvolution problem is presented. Three fast

methods for solving the system of equations that are formed when rigid motion transformations

occur are compared. Two out of these three algorithms are used for the first time for motion

correction of PET images. We have implemented user-friendly multithreaded Java software to

improve efficiency from a computing time perspective and to enable its use in a clinical setting.

Phantom data and patient data are processed, and relative accuracy, timing benchmarks and RAM

memory requirements are provided. We demonstrate that our new approach is much more efficient

than our previous MLEM implementation while maintaining similar accuracy.

II. METHODOLOGY

The deconvolution used in our work requires solving a large-scale inverse problem of the form

g = Kf + η (1)
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where g is a vector representing the motion blurred reconstructed image, f is a vector that rep-

resents the true object, and η is additive noise. The matrix K models the motion blur, which is

highly spatially variant. Thus standard fast Fourier transform (FFT) based methods, such as the

Wiener filter, cannot be used for the deconvolution. Instead, it is necessary to use iterative methods

to compute an approximation of f . Quality of the deconvolution depends on how well the motion

information can be estimated, which in turn provides necessary information to construct the matrix

K. Computational efficiency is obtained by exploiting modern sparse matrix techniques.

A. Motion Detection

Following the procedure from11, a set of targets, which is composed of four passive markers

that reflect infrared light, is attached to the patient’s head using a modified swimming cap. A

motion tracker emits infrared light, which is reflected off the four markers, and their orientation

(as a unit quaternion q̇ = q0 + iqx + jqy +kqz) and position (as a vector [px, py, pz]) are calculated.

This provides motion information in six degrees of freedom, and can be equivalently written in

terms of an affine transformation. These measurements are made multiple times per second and

stored, resulting in fairly accurate motion information. In particular, this information represents

the transformation between the reference and target coordinate frames for some orientation and

position of the head.

B. Construction of the matrix K

In this section we describe an approach to model the motion blur that allows for efficient con-

struction of the large and sparse matrix K. To simplify the discussion we describe the process

for two-dimensional images; extension to three-dimensional images is straightforward. The basic

idea is to assume the motion blurred image is the (normalized) sum of images at incremental times

during acquisition. Each of the individual images represents a snapshot of the object in a fixed

position. To obtain a mathematical model, let f(x, y) be a continuous function representing the

object, and let F be a discrete image, whose (i, j) entry is given by

F (i, j) = f(xi, yj), i = 1, 2, . . . n, j = 1, 2, . . . n.

Now suppose F1 is a discrete image obtained from the object f after a rigid movement. Then
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there is an affine transformation A ∈ <3×3 such that
x̂i

ŷj
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yj
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and

F1(i, j) = f(x̂i, ŷj).

Note that because the continuous image f is not known at every point (x, y) (all that is known is

the discrete image F ), it may not be possible to evaluate f(x̂i, ŷj), unless x̂i = xî and ŷj = yĵ for

some 1 ≤ î ≤ n and 1 ≤ ĵ ≤ n. However, an approximation of f(x̂i, ŷj) can be computed by

interpolating known values of f near f(x̂i, ŷj). Suppose (as illustrated in Figure 1) that f(xî, yĵ),

f(xî+1, yĵ), f(xî, yĵ+1) and f(xî+1, yĵ+1) are four known pixel values surrounding the unknown

value f(x̂i, ŷj). Nearest neighbor interpolation uses the known pixel value closest to f(x̂i, ŷj); for

example, in the illustration in Figure 1 we have

F1(i, j) = f(x̂i, ŷj) ≈ f(xî, yĵ+1).

In the case of bilinear interpolation, a weighted average of the four pixels surrounding f(x̂i, ŷj) is

used for the approximation:

F1(i, j) = f(x̂i, ŷj)

≈ (1−∆xi)(1−∆yj)f(xî, yĵ)

+ (1−∆xi)∆yjf(xî, yĵ+1)

+ ∆xi(1−∆yj)f(xî+1, yĵ)

+ ∆xi∆yjf(xî+1, yĵ+1).

where ∆xi = x̂i − xî and ∆yj = ŷj − yĵ .

If we define vectors f = vec(F ) and f1 = vec(F1) from the discrete image arrays (e.g.,

through lexicographical ordering), we can write

f1 = K1f

where K1 is a sparse matrix that contains the interpolation weights. Specifically, the kth row of

K1 contains the weights for the pixel in the kth entry of f1. For example, in the case of bilinear

interpolation, there are at most four nonzero entries per row, given by

(1−∆xi)(1−∆yj), (1−∆xi)∆yj, ∆xi(1−∆yj), ∆xi∆yj.
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Nearest neighbor. Bilinear.

FIG. 1. Illustration of interpolation. The figure on the left illustrates using the nearest (known pixel)

neighbor to f(x̂i, ŷj) to approximate its value. The figure on the right illustrates bilinear interpolation

(weighted average of the four known pixels) to approximate f(x̂i, ŷj).

In the case of nearest neighbor interpolation, there is just one nonzero entry in each row. We

emphasize that by using a sparse data format (e.g., compressed row12) to represent K, we need only

keep track of the nonzero entries and their locations in the matrix K. Moreover, this discussion

assumes the affine transformation A is known, because this provides the necessary information to

construct the interpolation weights.

As previously discussed, we assume the observed motion blurred image is the (normalized)

sum of images at incremental times during the acquisition. That is, we assume

g =
m∑

`=1

w`f` + η

where f` = K`f is a vector representing the discrete image at time t`, w` is the normalization

weight for the `th image (for example, we could simply use w` = 1
m

), and η is additive noise.

Furthermore, we assume that the position of the object at time t` is known, and thus we can

construct the sparse matrix K`. Thus, we obtain the linear inverse problem given in Equation (1),

where the matrix modeling the motion blur is

K =
m∑

`=1

w`K`. (2)

Note that the motion detection system used in our work provides the position information

needed to construct the matrices K`. Since each K` has a different sparsity pattern, the overall

sparseness of K decreases (that is, K becomes more dense) as more motion information is used.

Thus there is a significant tradeoff between accurately modeling the motion blur and computa-

tional cost. To overcome this, we segment the position information into bins where the position of
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the object is essentially fixed, and compute an average position for each bin. Thus, although the

position tracking device may record, say, one thousand distinct head positions, in practice there

may be only a few (e.g., 10) significantly different positions. Thus, the integer m in Equation

(2) denotes the number of bins, and the normalization weights w` are determined from how the

position information was segmented; this is described below.

C. Determining Head Positions

Segmenting the motion information into bins of approximately constant position is difficult to

automate. Previously this step was done manually by plotting the values of q0, qx, qy, qz, px, py, pz

(against time) and then dividing them into intervals by visual inspection. Although this may still

be the preferred approach, we have also developed an algorithm that can perform a default, or

initial, segmentation automatically. The user can choose to allow the automatic segmentation

to be done using individual quaternion and position values, average quaternion values, average

position values or with a single average motion measure. In the last approach we use a weighted

average formula

avg = w · avg_quaternions + (1− w) · avg_positions,

where w denotes a positive quaternion’s weight. Our experiments have shown that w = 0.35

usually works best in practice.

D. Iterative Deblurring

The linear system given in Equation (1) is an example of an ill-posed inverse problem13. Reg-

ularization is typically needed to suppress noise amplification in the reconstructed image, and

because K is a very large, sparse matrix, it is essential to use iterative methods. Here we con-

sider four algorithms: Hybrid Bidiagonalization Regularization (HyBR)14, Conjugate Gradient for

Least Squares (CGLS)15, Modified Residual Norm Steepest Descent (MRNSD)16 and Ordered

Subsets Expectation Maximization (OSEM)10.

HyBR combines an iterative Golub-Kahan bidiagonalization method with singular value

decomposition-based regularization to stabilize the semiconvergence behaviour that is typically

observed when iterative methods are used for ill-posed problems. A distinctive feature of HyBR is
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that it can automatically choose regularization parameters and stop the iteration process based on

the data. Unfortunately, this algorithm does not enforce nonnegativity constraints, and the storage

requirements may grow as the iterations proceed (only when reorthogonalization is enabled).

CGLS is a conjugate gradient method applied to the normal equations. The stopping criterion of

CGLS is based only on the value of the relative residual. Thus, this method is not able to determine

an appropriate stopping iteration without a good estimate of the noise level. An advantage of

CGLS is that it is faster than HyBR; CGLS storage remains fixed and less work is required per

iteration.

MRNSD is a nonnegatively constrained steepest descent method on the normal equations. Al-

though it produces a nonnegative solution, MRNSD also lacks a sophisticated stopping criterion,

such as the one implemented in HyBR. Moreover, since it is essentially an EM algorithm17, it can

converge very slowly compared to CGLS and HyBR.

Finally, OSEM is a modified version of the Richardson-Lucy algorithm18. Widely used in the

field of medical image processing, including our previous work11, OSEM is also nonnegatively

constrained but does not have a good stopping criterion. Moreover, OSEM can converge very

slowly. We remark, though, that care must be taken when implementing OSEM for the motion

deblurring problem. Specifically, it is essential that the subsets be well balanced (i.e., the column

sums for each submatrix should remain approximately constant). Although the standard PET im-

age reconstruction process naturally produces well-balanced subsets in the projection space, this

is generally not the case when choosing subsets in the image space for the motion deblurring prob-

lem, especially if a large number of subsets is used. However, there is an OSEM implementation19

that can be used in this situation, and so this is what we use in our work.

III. RESULTS

A. Implementation

We have implemented very efficient, multithreaded Java software for motion correction of PET

brain images - Parallel HRRT Deconvolution20. It is a plugin for ImageJ21 - a widely used image

processing application developed at the National Institutes of Health. The plugin is built on top

of Parallel Colt22 - a multithreaded scientific computing and image processing library. Distinctive

features of Parallel Colt that are useful for this project include efficient sparse matrix tools and a
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FIG. 2. Parallel HRRT deconvolution graphical user interface.

variety of iterative methods for linear inverse problems, such as those described in the previous

section. Moreover, our software is able to fully utilize modern, multi-core CPUs that have become

a standard in off-the-shelf desktop and notebook computers.

Fig. 2 shows a graphical user interface (GUI) for the plugin. A typical usage scenario involves

the following steps:

1. Start ImageJ.

2. Open a blurred image.

3. Start the plugin.

4. Select a file with a calibration matrix.

5. Select a file with motion information.
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6. Enter the values for sampling rate, scan duration and time offset.

7. Click Deconvolve button.

8. Adjust the segmentation (if necessary).

9. Click Continue button.

If the reconstruction is not satisfactory, the user can change the default settings in the Options

panel. The Solve button allows the use of a different solver and/or to change the maximal number

of iterations for the current data stored in memory. This option saves a lot of computational time,

since the preprocessing work needed to prepare input data for a solver is already generated and

does not need to be recomputed.

As mentioned in Section II C, it is difficult to find an optimal, automatic segmentation of the

motion information. Therefore we have developed an easy way to adjust the segmentation. This

integral part of the plugin constitutes the segmentation editor illustrated in Fig. 2. This tool allows

for manual modification of the automatically generated segmentation in a very intuitive way. The

segmentation graph displays normalized (and possibly aggregated, see Section II C) motion infor-

mation (which are called Data series) against the scan time (in seconds). The vertical lines plotted

on top of the segmentation graph are the segmentation markers that can be added or removed by

the user. The numerical values (horizontal axis) corresponding to each marker line are displayed

in the segmentation table dialog. Adjusted segmentation can be saved in a file (using the Save

button in the segmentation table dialog) and used later (when Auto segmentation in the plugin’s

GUI is not selected).

B. Testbed

The High Resolution Research Tomograph (HRRT) PET scanner and the Polaris Vicra optical

tracking system were calibrated in the same way as described in Section 2.1 of11. The Paral-

lel HRRT Deconvolution plugin was benchmarked on a MacPro equipped with two quad-core

Intel Xeon processors (3.0GHz), 32GB RAM memory, Ubuntu Linux 9.04, Sun Java 1.6.0_15

and ImageJ 1.43h. The following Java options were used: -d64 -server -Xms25g -Xmx25g

-XX:+UseParallelGC -XX:ParallelGCThreads=1.
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C. Hoffman Phantom Data

Numerical simulations in this section were performed on a software-generated Hoffman phan-

tom object (256 × 256 × 95 voxels). The motion blurred image (see Fig. 3) was generated using

real patient motion information, trilinear interpolation and 10% normally distributed noise. The

reconstruction algorithms were run by using two different segmentations of the motion data (see

Fig. 4). Aggregated motion data was obtained by using a single average motion measure (de-

scribed in Section II C), which usually provides most accurate results. In the first case, the motion

information was divided into seven segments and in the second case into fourteen segments. Dou-

bling the number of segments in the second segmentation allowed us to determine whether the

performance of the algorithms scales linearly.

FIG. 3. (L to R) Motion-free, blurred and difference images of Hoffman phantom.

Tables I and II report the results: the number of iterations, a relative error

(‖deblurred - motion_free‖2/‖motion_free‖2), execution time (in seconds) and memory require-

ments (in gigabytes) for nearest neighbor and trilinear interpolation. OSEM was run with two

subsets. For segmentation I, we report the number of iterations required to obtain the best solution

(the smallest relative error), the value of the smallest relative error and the time of reconstruction

(in seconds). For segmentation II, we report relative errors and timings both for the number of

iterations required to obtain the best solution and for the number of iterations from segmentation

I. The numbers in parentheses indicate results when HyBR automatically stopped the reconstruc-

tion. In addition, plots in Fig. 5 show relative errors between motion-free and deblurred Hoffman

phantom images for the first 20 iterations of MRNSD, HyBR and OSEM.
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Segmentation I of the motion information used with Hoffman phantom data.

Segmentation II of the motion information used with Hoffman phantom data.

FIG. 4. Segmentations of the motion information used with Hoffman phantom data.
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FIG. 5. Relative errors between motion-free and deblurred Hoffman phantom images for the first 20 iter-

ations of MRNSD, HyBR and OSEM (segmentation II, nearest neighbor interpolation, single precision).

The following conclusions can be derived from these results. First of all, trilinear interpolation

is not only computationally much more expensive than nearest neighbor interpolation, but also

requires up to eight times more memory (at most eight nonzero entries per row). On the other

hand, trilinear interpolation slightly improves the quality of reconstruction (see Fig. 6). From

the three methods that we have tested here (see Table I), HyBR was the fastest and OSEM was

the slowest. However, in terms of the quality of reconstruction (i.e. relative error and visual
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inspection), MRNSD outperformed the two other methods (compare the reconstructions shown

in Figs. 6 and 7). It should be noted that HyBR did not stop automatically when the lowest

relative error was reached and slight semiconvergence behaviour is observed. However, parameters

in HyBR could be tuned to optimize performance so that a slight overestimate of the stopping

iteration does not significantly affect the quality of the reconstruction. Fig. 8 shows that the

solution obtained from MRNSD, when using segmentation II, was significantly better than the

reconstruction generated from segmentation I. Finally, Fig. 9 illustrates that double precision does

not improve the reconstruction. Overall, MRNSD with segmentation II, trilinear interpolation and

single precision was the best choice for the software-generated Hoffman phantom data.

Nearest Neighbor Trilinear

FIG. 6. Comparison of trilinear and nearest neighbor interpolation for Hoffman phantom data (MRNSD,

segmentation II, single precision).

HyBR OSEM

FIG. 7. Comparison of HyBR and OSEM for Hoffman phantom data (segmentation II, nearest neighbor

interpolation, single precision).

15



TABLE I. Comparison of timings (in seconds), iterations, relative errors and memory requirements for

Hoffman phantom data (nearest neighbor interpolation, single precision).

Method Segm. Iters. Error Time Memory

MRNSD I 13 0.3098 16 2

MRNSD II 13 0.2355 32 3

MRNSD II 15 0.2342 33 3

OSEM I 7 0.3094 21 2

OSEM II 7 0.2524 54 3

OSEM II 11 0.2492 63 3

HyBR I 2 (9) 0.3277 (0.3636) 9 (14) 2

HyBR II 2 0.2681 22 3

HyBR II 3 (9) 0.2677 (0.3167) 23 (29) 3

TABLE II. Comparison of timings (in seconds), iterations, relative errors and memory requirements for

Hoffman phantom data (trilinear interpolation, single precision).

Method Segm. Iters. Error Time Memory

MRNSD I 15 0.3060 97 8

MRNSD II 15 0.2197 234 14

OSEM I 7 0.3040 106 8

OSEM II 7 0.2457 241 14

OSEM II 14 0.2374 292 14

HyBR I 2 (10) 0.3182 (0.4086) 77 (86) 8

HyBR II 2 0.2544 196 14

HyBR II 3 (10) 0.2435 (0.2928) 200 (221) 14
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Segmentation I Segmentation II

FIG. 8. Comparison of segmentation I and segmentation II for Hoffman phantom data (MRNSD, nearest

neighbor interpolation, single precision).

Single Precision Double Precision

FIG. 9. Comparison of single and double precision for Hoffman phantom data (MRNSD, segmentation II,

nearest neighbor interpolation).

D. Human Brain Data

1. Benchmarks

We have benchmarked Parallel HRRT Deconvolution on two human brain datasets (patient

studies) using the nearest neighbor interpolation and single precision. The first dataset (Patient A)

was of the size 256 × 256 × 207 voxels (full resolution of our HRRT scanner), and the second

one (Patient B) was of the size 180 × 180 × 147 voxels. No improvements in the quality of

reconstruction have been noticed when trilinear interpolation and double precision were used. The
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segmentation for Patient B is shown in Fig. 2 and for Patient A we divided the motion information

into 12 segments. Table III contains average execution times (in seconds) for 15 iterations.

TABLE III. Average execution times (in seconds, 15 iterations) for Patient A (256× 256× 207 voxels) and

Patient B (180× 180× 147 voxels).

Patient A Patient B

Threads 1 2 4 8 1 2 4 8

MRNSD 96 76 68 66 16 12 10 10

OSEM 170 133 116 110 38 29 24 22

HyBR 110 82 76 73 21 14 12 11

Although the performance of all algorithms is very good, the scalability is only satisfactory.

There are a few reasons why the code does not scale well when the number of threads is increased.

First of all, the process of creating the displacement matrix K is very hard to parallelize and

currently the sparse matrix addition operation in this computationally expensive step is sequen-

tial. Another problem concerns a sparse matrix times vector operation (the key operation in every

iterative solver). In particular, there are some performance restrictions in a multithreaded imple-

mentation of this operation. When a sparse matrix K is stored in the compressed-row format, then,

in Parallel Colt, at most two threads are used to compute y = K>x. This limitation arises from the

fact that it is not possible to split the job for this particular computation into asynchronous tasks;

all threads have to operate on the whole vector y. In our implementation, the first thread operates

on the output vector y and the second thread works on its local copy of vector y. A reducing

addition is performed at the end of the multiplication. Our experiments have shown that using

more than two threads for this case slows down the performance. Moreover, even for the y = Kx

operation, when there is no limitation on the number of threads, the speedup achieved in practice

is usually far from being ideal. The multithreaded implementation of sparse matrix-vector product

on modern multi-core CPUs is still an active research topic.

Nonetheless, a typical image from an HRRT scanner (Patient B) can be deblurred in less than 10

seconds and the full resolution image (Patient A) can be deblurred in 66 seconds on a professional

desktop workstation.
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FIG. 10. (L to R) motion-free, blurred and difference images of a volunteer subject.

2. Reconstructed Data

In this section we present motion correction of a volunteer study and two retrospective patient

scans with motion.

Volunteer study: A volunteer refers to a subject who was part of an Institutional Review Board

(IRB) approved study and consented to take part in an additional PET scan with intentional head

motion. The volunteer was recruited from a list of subjects already undergoing a PET scan for an-

other study. The volunteer was injected with 10 mCi of FDG followed by a 6 minute transmission,

a 20 minute emission with no head motion and another 20 minute emission with intentional head

motion. The motion-free scan from the first study was used as a reference.

Fig. 10 shows the volunteer subject with the respective motion-free, blurred and difference

images from left to right. The volunteer had an average head motion of 5.8mm, with a maximum

motion of 14.2mm from the original head position. The images resulting from using the 3 solvers

(15 iterations) are shown in Fig. 11. The volunteer had significant motion in the z direction, thus,

the blurred image in Fig. 10 shows an entirely different slice than the motion-free image. The

corrected images in Fig. 11 are much closer to the motion-free image, substantiating the success

of the Java software in correcting for motion.

Fig. 12 shows Mean Universal Quality Index (MUQI) maps of a volunteer scan. The definition

of MUQI metric can be found in11. The difference images and MUQI maps clearly show the

improvement in the corrected images. The MUQI metric drastically improved from 0.07 for the

motion-free vs. blurred to an average of 0.53 for the motion-free vs. corrected images. The MUQI

value for the motion-free vs. MRNSD corrected image was the highest (0.56) as compared to the
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HyBR MRNSD OSEM

FIG. 11. HyBR, MRNSD and OSEM corrected images of a volunteer subject. Second row shows a corre-

sponding difference images.

FIG. 12. MUQI maps of a volunteer scan. (L to R) motion-free vs. blurred (MUQI=0.07), motion-free vs.

HyBR corrected (MUQI=1.0), motion-free vs. MRNSD corrected (MUQI=0.56), motion-free vs. OSEM

corrected (MUQI=0.51).

MUQI for the corrected images from OSEM and HyBR methods.
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Retrospective studies: The subjects presented here are not volunteers but happen to have head

motion during the PET scan. Thus, no reference or motion-free image is available for direct

comparison. These patients were identified from a list of patient Vicra files with average head

motion greater than 2 mm.

Fig. 13 shows the blurred and corrected patient images for Patient A injected with 10 mCi of

FDG and scanned on the HRRT for a duration of 30 minutes. The patient had an average head

motion of 5.4 mm, SD of 2.5 mm and maximum motion of 18 mm. Head motion is visually ob-

vious in the occipital lobe as indicated in the Before image. We co-registered the PET image with

the patient’s MR image using an in house program for image co-registration based on maximizing

mutual information. The foreground PET image is shown in red, superimposed over the back-

ground MR image. The corrected image is consistent with the MRI in the occipital lobe whereas

the motion artifact is visible in the Before image.

Fig. 14 shows the blurred and corrected patient images for a multi frame study. Patient B was

injected with 10 mCi of FDG and scanned for a duration of 95 minutes. The patient had an average

head motion of 4 mm, SD of 3.1 mm and maximum motion of 14 mm. In Fig. 14, the contrast is

greatly improved in the cerebral fissure. Since the MRI for this patient was unavailable, frame 11

of the patient’s PET scan was used as a reference. The patient had very little movement in frame

11 (frame duration=10 min, total scan time=95 min). Difference images in Fig. 15 show that the

corrected image is closer to the reference compared to the blurred image.

Before After Before After

FIG. 13. Patient A: blurred and corrected PET images (15 iterations of OSEM) as well as FDG PET image

co-registered with patient’s MRI.
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FIG. 14. Patient B: (L to R) blurred image, corrected image (15 iterations of OSEM), reference image

(frame 11 of patient study).

FIG. 15. Patient B: (L to R) blurred difference image, corrected difference image (15 iterations of OSEM).

IV. DISCUSSION

This automatic post-processing approach to motion correction has been shown to improve im-

age quality in both phantom and patient studies with practical computing times of less than 3

minutes. While the method does appear similar to multiple frame acquisition methods, in that

both divide the acquisition into discrete time bins, the main difference is that this deconvolution

approach does not determine the number and spacing of these frames a priori, but rather deter-

mines them based on actual patient motion. Long duration frames may be generated when there is

no motion; much shorter frames will result when the patient is actively moving. This allows more

efficient and theoretically more accurate correction than the multiple frame acquisition approach.

However, an optimal approach for dividing the patient motion into separate "positions" for creating

the system matrix is still unknown. This is a complicated issue and will require further research.
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In our approach, each frame has a corresponding system matrix, and the images are corrected

based on the amount of time the patient spends in each "position." However, others have included

within iterative reconstruction algorithms additional normalization factors such as radioactive de-

cay and pharmacokinetic parameters, as well as motion correction based on measured patient

positions. While radioactive decay could be easily included within our deconvolution approach,

it is not a simple matter to integrate pharmacokinetic parameters. This is a disadvantage of our

method compared to those implemented within reconstruction algorithms.

Overall, MRNSD was the best method, outperforming both OSEM and HyBR both for the

phantom studies, as evaluated by relative error, and for the volunteer study, as evaluated by MUQI.

Previous work6 indicated that accuracy was somewhat affected by noise and extent of motion, that

is, more noise and/or movement reduces the accuracy of the final image as compared to a known

control. Generally, extent of motion seemed to be more deleterious than noise levels, but within a

single image, the relatively larger movements of different pixels (say, for pixels distant from the

center during a rotation about the central axis) showed only slightly reduced accuracy. Ergo, pixels

near the edge of the brain were corrected almost as accurately as those in the center. Results in

this study showed similar trends, although these analyses were not carried out in depth.

In summary, we have described a new approach and a software tool for deblurring of PET

scan images using motion information collected during the scan process. Our Parallel HRRT

Deconvolution plugin not only shows very good performance, but more importantly, it reconstructs

visually better images. The current results are quite promising and the software can be already used

for clinical studies. However, in future work, we would like to further improve the scalability of

the plugin.
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